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Abstract: Latency and timing jitter between incoming MIDI note-on messages and
generated audio output of two widely used VST sound modules (Native Instruments
Kontakt 6.4, Spectrasonics Omnisphere 2.6) stand-alone and inside of two selected VST
hosts for live performance (Brainspawn Forte 4.7, Deskew Technologies Gig Performer
3.8) have been measured using a digital storage oscilloscope at different sample buffer
sizes of the ASIO driver of a professional audio interface (RME Babyface Pro) attached to
a Windows 10 notebook. Results show that the average latency of plug-ins inside of Gig
Performer is almost the same as when using these plug-ins stand-alone, and is equal to
two times the delay time of one buffer at given sample size and sample rate, plus a small
and constant delay for MIDI processing of roughly 1.5 ms. Compared to that, the latency
within Forte is much larger at same buffer settings, in excess of three times of the delay
of one buffer plus additional 5 ms. More dramatically, the random timing jitter of
repeated note-on events until audio output is much worse in Forte (900 µs at 128
samples) and is rising with higher buffer sizes, compared to Gig Performer with a hardly
perceptible low jitter of typically 250 µs independent of the buffer size. NI Kontakt 6.4 in
stand-alone mode showed the lowest timing jitter of a mere 60 µs. As a consequence, a
tight and instantaneous timing perception of keyboard playing can be achieved in Gig
Performer with a buffer size of 128 samples at 44.1 kHz sample rate, relaxing CPU
requirements, whereas the same timing experience for the player requires a buffer size
of only 64 samples in Forte, putting stress on the computer system.
1. Introduction: The impact of latency and jitter for live performance
Latency is the time-delay of audio events inside of digital audio workstations (DAW) used in recording
studios and inside of special hosts for audio plug-ins for live performance. These systems comprise of a
computer with the respective software and an audio interface for audio as well as MIDI input and output,
together with a special driver software. A large latency is readily perceived as annoying delay between
control actions of the user of the DAW and any reaction of the processed audio output. Latency more
severely impacts live-playing of musicians, either of acoustic sources like the voice or a guitar, digitally
processed through a chain of effects inside the DAW, or of controller keyboards or drum trigger pads,
generating MIDI note-on/note-off commands sent to software synthesizers and samplers inside of the
plug-in live host, generating the audio output. A large latency of the audio output generates a strange and
unusual sluggish sound perception for the musician, rendering a controlled performance almost
impossible. Interestingly, a moderate but constant latency even of several tens of milliseconds would be
acceptable after a training period. Otherwise, no one could play for example a toccata and fugue of J. S.
Bach on a pneumatic pipe organ in a cathedral. Often overlooked is the associated latency jitter, i.e. a
random contribution to the delay of the audio output. A jitter above 1 ms or more makes every groove
sound untight, and to the extreme, simply ridiculous. There is no control of even the best musician on this
jitter. Depending on the architecture of the DAW and the interface drivers, this jitter tends to be higher
at higher settings of the latency.

These are the reasons why latency is one of the most discussed issues from users of DAWs and audio
interfaces. Latency is inevitable as computers can’t process the audio in real-time because of CPU speed
issues and the architecture of the drivers of the audio interface, in some simplification. Typically, several
blocks or buffers of digital audio data of fixed sample size are used and processed one after one [1]. The
larger the buffer size, the larger is the latency and possibly, the latency jitter. Overall performance
depends on the quality of the audio driver of the interface, the available CPU power and the quality of the
audio architecture of the DAW or live host.
In this paper, experimental measurements of the MIDI-to-audio latency and jitter of two wide-spread
synthesizer or sampler plug-ins (Native Instruments Kontakt 6.4 and Spectrasonics Omnisphere 2.6) are
presented, when operated in stand-alone mode and when hosted inside of two selected hosts for such
plug-ins, dedicated to live performance (Brainspawn Forte 4.7 and Deskew Technologies Gig Performer
3.8).
The goal is to find potential differences in audio performance at different buffer sizes, and to have an
objective verification of subjectively perceived differences when live-playing keyboards with the
mentioned software products.
2. Some theoretical remarks on latency
Latency depends largely on the buffer size settings of the audio driver, given in the number of samples 𝑁𝑁𝑆𝑆
and the sample rate 𝐹𝐹𝑆𝑆 of the digital audio stream. The theoretical delay or latency 𝐿𝐿𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵 of the audio
stream by one of such a buffer is calculated as
𝑁𝑁𝑆𝑆
.
𝐿𝐿𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵 =
𝐹𝐹𝑆𝑆

Typical values for the buffer size come in powers of 2, e.g. 32, 64, 128, 258, 512 samples and so on, and
some intermediate values like 48 or 96 for finer control. Typical standard sample rates are 44.1 kHz (CD
audio), 48 kHz (more headroom for aliasing filter design after digital-to-audio conversion) or 96 kHz and
multiples for high-end or professional audio processing. Pros and cons of higher sample rates are not
discussed, here. This article focuses on the impact of the buffer size on latency at a fixed sample rate of
44.1 kHz, which offers a perfectly acceptable audio quality for live performance audio.
The lower the buffer size and the higher the sample rate, the lower is the latency, and the lesser is the
time for the CPU to process and generate the audio stream in time. If the CPU can’t catch up with
processing in time, clicks and pops may be noticed in the audio stream. Proper selection of the buffer size
is always a compromise between acceptable latency on the one side, and reliable glitch-free audio output
at given computer power, on the other side. Thousands of recommendations can be found on processor
power, audio interface types, and system optimizations to achieve both, low latency and glitch-free
stability. Sometimes these discussions show some kind of obsession for squeezing out the last bit of CPU
power to achieve the lowest possible latency, beyond the real scope of practical impact.

To get an impression what this number for any latency 𝐿𝐿 means, a comparison with the distance 𝑑𝑑𝑎𝑎𝑖𝑖𝑟𝑟 to
a sound source which causes the same delay is very helpful:
𝑑𝑑𝑎𝑎𝑎𝑎𝑎𝑎 = 𝐿𝐿 ⋅ 𝑐𝑐𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 ,

where 𝑐𝑐𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 = 343 m/s is the speed of sound in air. Tab. 1 shows some typical values at a sample rate
of 44.1 kHz. Surprisingly, even at a buffer size of 512 samples the latency of 11.61 ms equals a distance in
air of only 3.9 m. Most musicians would’n complain that a stage monitor or guitar cabinet is 4 m away
from them as long as it is loud enough. Or think of playing Bach on a pipe organ in a cathedral. So, why is
this buffer size of 512 samples often regarded as not acceptable for live playing with DAWs or live hosts?

Table 1: Latency and equivalent distance to a sound source at different buffer sizes at a sample rate of 44.1 kHz.
Buffer size 𝑁𝑁𝑆𝑆
48
64
96
128
256
512

Latency 𝐿𝐿𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵𝐵
1,09 ms
1,45 ms
2,18 ms
2,90 ms
5,80 ms
11,61 ms

Equivalent distance 𝑑𝑑𝑎𝑎𝑎𝑎𝑎𝑎
0,373 m
0,498 m
0,747 m
0,996 m
1,991 m
3,982 m

Reasons are twofold. At first, many audio drivers and DAW architectures use not only one buffer. Typically,
for the most widely used low-latency “ASIO” drivers, at least two buffers are used. One buffer is for the
current audio input or for incoming MIDI note processing and sound calculation. As soon as this buffer is
completely filled, it is handed over to a second buffer for audio output [1]. Some DAWs or live hosts use
a third extra buffer for internal processing or to relax stress on the CPU. Not surprisingly, the overall
latency is twice or in some cases even three times the values shown in Tab. 1. And not everyone likes the
cathedral-like feeling of a delayed sound source 12 m away when playing live on a small stage.
To the second and even worse, there are different philosophies how to handle MIDI note-on events,
incoming in the middle of the time during which one buffer is filled. If the CPU is fast enough, should it be
output at the soonest next possibility, i.e. always at the start of the next output buffer? That would lower
average latency, but this introduces the already mentioned latency jitter. The MIDI-to-audio delay is not
constant, depending on the time the MIDI note-on message arrives in respect to the processing time for
one buffer. So, the timing jitter is plus/minus a half buffer latency. And a timing jitter of plus/minus 2 ms
is recognizable as an untight timing, not always on the groove. The other philosophy puts the generated
audio from incoming MIDI notes always in a corresponding position to the next buffer, so that the MIDIto-audio latency is constant, but on average higher as in the first philosophy, provided that the same count
of buffers is used. See [1] for a much better explanation.
The combination of a fixed time delay and possibly a random jitter makes musicians to try for a lowest
possible latency on their system. So how do some selected plug-ins and live host perform in this respect,
depending on the buffer size?
3. Measurement setup for roundtrip and MIDI-to-audio latency and jitter

Fig. 1: Setup for measurement of roundtrip latency

The easiest setup to measure the latency of a computer system and an audio interface is the roundtrip
latency as shown in Fig. 1. The software, for example special functions inside of DAWs, live hosts (here:
Gig performer 3.8) or special tools (here: Oblique Audio RTL Utility) generates a short audio sample which
is send to the audio out of the audio interface (here: RME Babyface Pro with ASIO drivers) attached to the
computer (here: Clevo PB51DDS i7-10875 gaming notebook with MS Windows 10).

The audio out is directly connected to the audio in of the same audio interface. The software measures
the time difference between output and input digital audio data, called roundtrip latency. This output to
input latency is essentially the same as the input to output latency, differing only in the starting points of
this circle. Thus, the roundtrip latency is most meaningful for all audio which is sent to a chain of digital
effects or mixers within the DAW, typically for effects processing and amp simulations for vocals and
guitars.

Fig. 2: Setup for measurement of MIDI to audio latency

A little bit more complex is the situation of incoming MIDI note messages from a controller keyboard to a
software synthesizer or sampler plug-in within a DAW. Here, the time delay from the last bit of the digital
MIDI note message until the start of the output of the generated audio defines the latency. Fig. 2 shows
a setup to measure this latency. Pressing a key on a master keyboard (here: Korg Wavestation EX)
generates a note-on message consisting of three bytes on the digital MIDI out port. The MIDI message is
sent to the MIDI input of a MIDI interface (here: MIDI in of an Edirol PCR-300 controller keyboard). This
controller is connected to the computer (Clevo PB51DDS again) via USB 2.0. On the computer, a plug-in
within a live host is used to generate an audio signal corresponding to the note event. For this study, VST
plug-ins were used, namely Native Instruments Kontakt 6.4 and Spectrasonics Omnisphere 3.8. These
modules were tested in stand-alone mode, and as a VST plug-in in Brainspawn Forte 4.7 and in Gig
Performer 3.8, respectively.
For the measurement of the latency, a 4-channel digital storage oscilloscope (DSO) has been used
(Keysight DSOX3054A). The MIDI cable from the master keyboard of the MIDI interface has been prepared
to give electrical access to the transmitted digital data. This access has been connected to channel 1 of
the DSO, yellow trace hardly visible in Fig. 3, right picture. A MIDI note message consists of three bytes at
a clock of 31.25 bits/s. The DSO was set to trigger at the falling edge of the last bit of the note message.
In other words, the stopwatch for latency is triggered at a time when the note message has been
transmitted completely to the MIDI interface.
This setup used as it is basically the live performance rig of the author, when the DSO is removed, of
course. When using the MIDI interface of the RME Babyface Pro instead of the Edirol PCR-300, similar
results on the latency were observed in some test measurements, not shown here.

Fig. 3: Pictures of the setup for measurement of MIDI to audio latency

In both, Kontakt and Omnisphere, simple patches have been prepared which generate simple and
immediate waveforms without any effects. Then, the audio output of the interface (RME Babyface Pro
with ASIO drivers) has been connected to channel 2 of the DSO, green trace on Fig. 3, right side. Internal
DSO measurement functions have been used to measure average MIDI-to-audio latency. For 16
subsequent note-events, i.e. key hits, the standard deviation of the latency is calculated by the DSO as a
measure for the typical latency jitter. As only 16 note events were used because of time reasons, the
measured jitter itself has some uncertainty because of the random nature of the latency jitter.
4. Measurement results of roundtrip and MIDI-to-audio latency and jitter

Fig. 4: Measured average MIDI-to-audio latencies of NI Kontakt 6.4 stand-alone and in different hosts, compared
to the theoretical latency of different buffer counts and to the round-trip latency of the audio interface.

Fig. 4 shows measurement results of the latency for NI Kontakt 6.4 depending on the ASIO buffer size. As
a reference, Kontakt was used in stand-alone mode (blue trace). Almost the same latency has been
measured for Kontakt as a VST plug-in inside of Gig Performer (green trace). A significantly higher latency
at same buffer sizes is observed for Kontakt as VST plugin inside of Forte (red trace).

For comparison with theory, linear extrapolation functions as well as the theoretical latency for different
numbers of buffers and different buffer sizes (black dashed traces) are shown. From this it can be
concluded that Gig Performer uses only the two buffers required for ASIO drivers, whereas Forte uses a
third buffer for internal processing, increasing total latency. From the linear extrapolation and the
intersection with the vertical axis, a very similar overhead ranging from 1.3 ms to 1.8 ms is found on top
of the latency generated by two or three buffers. This overhead might be for some safety buffers inside
of the hosts, or for MIDI processing of the USB MIDI interface.
Interestingly, the measured audio-out to audio-in roundtrip latency of the audio interface is almost the
same as the MIDI-to-audio latency of Kontakt stand-alone or within Gig Performer. The internal roundtrip
latency measurement function inside Gig Performer reported exactly the same numbers as the RTL Utility
by Oblique Audio, a dedicated program to measure round trip latency of audio interfaces. Consequently,
the simple roundtrip latency measurement is not only relevant for effect chains for vocals or guitars, but
also for keyboard or drum players triggering sounds and samples via MIDI.
Very similar results were observed when using Omnisphere as sound module. However, at an extremely
low buffer size of 48 samples, a deviation from can be seen in Fig. 5. Reasons are unclear, maybe there
are some internal routines in Omnisphere to relax CPU stress at such a demandingly low buffer size.

Fig. 5: Measured MIDI-to-audio latencies of Spectrasonics Omnisphere 2.6 stand-alone and in different hosts.

The most interesting results are seen in the measured latency jitter as shown in Fig. 6 for NI Kontakt. In
stand-alone mode, NI Kontakt 6.4 has a jitter of only 67 µs (standard deviation) from note to note. This is
beyond significance for any musician, even for the tightest machine-like drummer. For Kontakt as a VST
plug-in in Gig Performer, the typical jitter is a little bit larger and around 250 µs. If we remember the speed
of sound, then this jitter is equivalent to moving your head 7 cm towards or away from the sound source.
Obviously, such a low jitter is of no significance for any musician, too. Remarkably, the jitter for these two
cases is independent of the buffer size. Both, Kontakt stand-alone and Gig Performer seem to use a
philosophy of an equal delay for each note while processing the two audio buffers. Although this results
in a slightly larger latency on average, this is less perceived as a bad timing than a jitter would be.

Fig. 6: Measured MIDI-to-audio latency jitter of NI Kontakt 6.4 stand-alone and in different hosts.

Very different results can be seen for Forte. The jitter is much larger as for Kontakt stand-alone or within
Gig Performer and is rising with buffer size. This clearly indicates that Forte uses the philosophy of
generating audio at the soonest possibility after an incoming note-event within one buffer time frame,
reducing average latency, but introducing jitter. However, even average latency is larger for Forte as it
uses at least three buffers instead of two like Kontakt alone or Gig performer.
Similar results on the jitter are observed for Spectrasonics Omnisphere (Fig. 7). In stand-alone mode
Omnisphere showed a little larger latency jitter of up to 500 µs, compared to the use as plug-in within Gig
performer, having a jitter of 150 µs, there. Both values are beyond threshold of humans, and independent
on the buffer size. For Omnisphere as a plug-in in Forte, the same bad results as for Kontakt can be seen.
The latency jitter is always larger than in Gig Performer and is strongly increasing with buffer size.

Fig. 7: Measured MIDI-to-audio jitter of Spectrasonics Omnisphere 2.6 stand-alone and in different hosts.

Starting from a jitter of 1 ms or larger, musicians start to experience a somewhat untight playing of a
groove. Keep in mind that these numbers for the jitter are a standard deviation or rms (root mean square)
value, so by chance there are also some notes that are out of timing by three times the rms jitter, at a
completely random distribution over repeated notes. This timing jitter has nothing to do with a dedicated
note delay for a certain human groove, where within the groove pattern always the same note is shifted
by the same amount in time, and this shift can be much larger than 1 ms for many great sounding human
grooves. In contrast, the latency jitter discussed here is random in time and random on the notes of a
pattern, so even a small jitter of only a few ms sounds unprofessional. I don’t want to exaggerate here,
but you can feel it.
5. Summary and conclusion: What is the impact of these results for live musicians?
The author has been using Brainspawn Forte as plug-in host for live performance for over 15 years. During
this time, I have optimized all my notebooks, audio interfaces (Echo Indigo DJx, then RME Babyface Pro)
and Windows systems (XP, Win7, Win10) such, that I could play Forte with 128 samples buffer size at first,
and in later years with 96 samples or lately even with only 64 samples buffer at 44.1 kHz sample rate. The
later achieved a quite good feeling for the groove and timing while playing keyboards. Forte was
discontinued by Brainspawn in 2017. When switching to a new laptop, also a change of the plug-in host
was on the schedule. When testing Gig Performer, the author noticed subjectively, that Gig Performer
offered the same or even better timing perception with 128 samples buffer, compared to Forte at 96 or
64 samples. The measurements presented here are an objective proof of this perception, and a final
reason to make the switch from Forte to Gig Performer.
To sum up, Gig performer 3.8 adds no extra MIDI-to-audio latency for synth and sampler plug-ins like
Kontakt or Omnisphere. In addition, the latency jitter is very small and beyond the perception of humans,
and independent on the buffer size. Lowest possible jitter is measured for Kontakt stand-alone, but only
robots could hear an improvement. Gig Performer together with an proper audio interface and drivers
offers a very immediate and tight playing experience already at a buffer size of 128 samples at 44.1 kHz
sample rate.
Now that this has been clarified, I can start over to making music again …
Disclaimer
The author has no financial relations or other whatsoever relations to any of the mentioned software
companies and products. No money was paid for this work. There are other very mature and capable live
hosts like Topten Software Cantabile, audioström LiveProfessor, Audio Modelling Camelot, Mainstage for
the Apple world, among others. These products may offer similar latency and jitter performance. Using
and testing of Gig Performer was a free and purely personal choice of the author.
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